Emotional Footprints of Email Interruptions

Christopher Blank∗
University of Houston
Houston, Texas
blankc13@gator.uhd.edu

Shaila Zaman
University of Houston
Houston, Texas
szaman4@uh.edu

Amanveer Wesley
University of Houston
Houston, Texas
awesley4@uh.edu

Panagiotis Tsiamyrtzis
Politecnico di Milano
Milano, Italy
panagiotis.tsiamyrtzis@polimi.it

Dennis R. Da Cunha Silva
Texas A&M University
College Station, Texas
silva.dennis@tamu.edu

Ricardo Gutierrez-Osuna
Texas A&M University
College Station, Texas
rgutier@cse.tamu.edu

Gloria Mark
University of California
Irvine, California
gmark@uci.edu

Ioannis Pavlidis†
University of Houston
Houston, Texas
ipavlidis@uh.edu

ABSTRACT
Working in an environment with constant interruptions is known to affect stress, but how do interruptions affect emotional expression? Emotional expression can have significant impact on interactions among coworkers. We analyzed the video of 26 participants who performed an essay task in a laboratory while receiving either continual email interruptions or receiving a single batch of email. Facial videos of the participants were run through a convolutional neural network to determine the emotional mix via decoding of facial expressions. Using a novel co-occurrence matrix analysis, we showed that with batched email, a neutral emotional state is dominant with sadness being a distant second, and with continual interruptions, this pattern is reversed, and sadness is mixed with fear. We discuss the implications of these results for how interruptions can impact employees’ well-being and organizational climate.

Author Keywords
Email interruptions; emotions; facial expressions; convolutional neural network; co-occurrence matrix.

CCS Concepts
• Human-centered computing → Laboratory experiments; User studies;

∗Blank, Zaman, and Wesley contributed equally as first authors.
†Pavlidis and Mark contributed equally as senior authors.

Permission to make digital or hard copies of all or part of this work for personal or classroom use is granted without fee provided that copies are not made or distributed for profit or commercial advantage and that copies bear this notice and the full citation on the first page. Copyrights for components of this work owned by others than ACM must be honored. Abstracting with credit is permitted. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires prior specific permission and/or a fee. Request permissions from permissions@acm.org.

CHI ’20, April 25–30, 2020, Honolulu, HI, USA.
© 2020 Association for Computing Machinery.
ACM ISBN 978-1-4503-6708-0/20/04...
https://doi.org/10.1145/3313831.3376282

INTRODUCTION
Emotions are inherent in organizational life. Organizations are social settings and the display of emotions can affect coworkers. For example, the positive display of emotion in the workplace is associated with greater interpersonal interaction [47], whereas the negative display of emotion can lead to less cooperative behavior [20]. Emotions have been studied extensively as reactions to significant organizational events, such as reorganizations. There has been less attention, however, to how emotions manifest in everyday organizational life [3].

For people who work with information, communication, and technology (ICT), a large portion of their day has been characterized as switching attention among different applications and devices, i.e., they engage in multitasking. Task switching is triggered by interruptions, which can be from external sources (e.g., notifications) [18], or initiated by oneself (e.g., remembering to do something) [21]. Interruptions and multitasking have received a fair amount of attention in the human-computer interaction (HCI) community, because they are pervasive and are associated with stress [13, 9, 34]. Email in particular, has received attention in HCI as a significant source of interruptions and distractions in the workplace [5, 36, 17, 14, 51].

But how does working in an environment with constant interruptions affect emotional expression? Stress has been measured in the workplace context physiologically and subjectively (see [2] for a review), but how are emotions manifest when people are multitasking? Because face-to-face or remote interaction is commonplace among information workers, especially with those who are tightly coupled in work, emotional expression can have significant impact on coworkers. Research on emotional contagion demonstrates how easily emotions can be transferred and picked up by others in a group [7].
The goal of this paper is to investigate what emotional expressions people convey when they are working in an environment with constant interruptions. While the effect of interruptions on stress is well-known, and while the act of multitasking has been shown to be associated with negative mood [35, 32], it has not been investigated how working in an environment with continual interruptions is manifest in people’s emotional expression. To examine this, we used automated methods to detect and categorize the emotional expression of participants who were subjected to either high or low rates of multitasking. The results show that high multitasking is associated with a higher display of sadness compared to low multitasking. This research is part of a larger project examining the effects of email and multitasking [1]. The contributions of this paper are:

- Automated detection of emotions during multitasking has been done for the first time.
- Quantification of displayed emotions has been done via co-occurrence matrices - a novel method that properly accounts for mixed vs. single emotions.
- Study results show that participants who multitask more exhibit more sadness, compared to those who multitask less.

RELATED WORK
We consider multitasking as the rapid shift of attention among different activities. In the workplace, it has been documented as quite prevalent [13, 21]. Recent research shows that for information workers, attention duration on a computer screen averaged 47 seconds [36], and for software developers, it was 50.4 seconds [40]. With low standard deviations, these measures indicate that typically people’s attention shifts continuously among different computer screens throughout the workday. In fact, it is not just a single distraction that can lead people’s attention away from a task at-hand, but rather there can be chains of distraction [27]. Attention shifting has also been documented across devices, and not just while working on the laptop/desktop [29].

Email is an integral part of the information workplace and has shown to be a significant source of interruptions. A diary study showed that email accounted for 24% of the daily tasks of information workers [13]. Research shows that people check their email quite often daily, either triggered through email notifications or self-checking. It was found that 84% of users keep their email client in the background at all times [45], which provides ample opportunity for interruptions. Using computer logging data, people have been shown to check their email on average 77 times a day [36]. The Radicati group reported in 2015 that about 88 emails were received per day and 33 sent [23], and earlier Fisher et al. [17] reported that people received an average of 87 emails per day.

Multitasking, interruptions, and stress
Stress is a negative emotional experience associated with a complex array of emotions such as fear, dread, and sadness [42]. Research has shown that multitasking and interruptions are associated with stress [9, 34]. In examining four types of interruptions, it was found that stress was associated with all types, based on self-reports [19].

Email has been shown to be a component of workplace stress [5, 14]. Studies show there is causal attribution for email to induce stress: people experience less stress when they check their email less frequently [30] and when email is cut off [37]. Thus, research shows that multitasking and interruptions (particularly email), which are commonplace in information work, are associated with stress.

Emotions in the workplace
Whereas it is not possible to fully understand felt emotions based on the display of emotions, felt and displayed emotions are closely intertwined [47, 52]. But irrespective of the felt emotion, the display of emotions in the workplace can have significant effects. Emotional contagion can spread in a group or workplace through the influence of conscious or unconscious processes involving emotional states or physiological responses [8, 43]. Emotional displays are a strong antecedent of social influence [3]. In an experimental study, Barsade [7] found evidence for emotional contagion for both positive and negative emotions, concluding that people are “walking mood inducers.”

Positive and negative affect can influence different behaviors. Barsade [7] found that positive emotional contagion led to more cooperative group behaviors. Negative mood, on the other hand is associated with less prosocial behaviors in a group [20].

Some organizations are now paying attention to the emotional culture of the workplace based on the notion that not only do felt emotions shape employee satisfaction and team performance but also that emotional display can foster a particular culture and set norms, e.g., of anger or positivity [6, 44]. Thus, an examination of the emotions that are manifest when people experience interruptions, which comprises a fair amount of information work, is a first step towards understanding what shapes the emotional culture of a workplace.

Sensing emotion in situ and in the workplace
Identifying emotion in situ and in the workplace has led to the development of tools for unobtrusive detection. AffectAura [38] was designed to automatically detect emotions and support people in reflecting on their moods. Hernandez et al. [25] used a skin conductance sensor to measure stress at a call center. Social media posts of employees have been used to detect emotions in the workplace [16]. EmotionCheck is a device to help individuals regulate their emotions in situ [12]. Affect has been detected from body posture [48] and location [26].

Recognition of emotions from facial imagery has also been gaining ground the last few years. This is due to its unobtrusive nature, the wealth of valence information it conveys, and significant improvements in recognition accuracy thanks to powerful neural network algorithms and ever expanding training data [4, 22, 11, 39]. Our study capitalizes on these
developments, bringing to bear vision-based emotion recognition tools and coupling them with novel analytic methods to address long standing HCI questions.

**EXPERIMENTAL DESIGN**

The experimental protocol was approved by the institutional review boards of the universities participating in this study. The authors executed this protocol in accordance with the approved guidelines, obtaining informed consent from each participant before conducting the experiments.

This study is part of a larger experimental study examining multitasking behavior [53]. The experiment consisted of five phases, and the main part of the experiment was a parallel group treatment reported here. Twenty six (n = 26, 18 females/8 males, age 24.69 ± 10.17) college students who volunteered to participate in the study agreed to have their recorded facial video publicly released. These volunteers were randomly assigned to two groups. Both groups were given 50 min to compose an essay while interrupting themselves as necessary to respond to eight emails - a Dual Task (DT) assignment.

To enforce consistency in the execution of the experiment and the handling of the email interruptions, we developed a custom interface (p-Interface) in Javascript. The p-Interface implemented the experimental protocol, guiding participants step by step through the designed treatments. Specifically, the p-Interface presented to the participants an editor to write their essays. It also featured an email client to deliver the email interruptions and allow participants to send back their responses.

Group treatments differed in the email delivery/response mode. In the Batch (B) group (n = 13), all eight emails arrived 10 min after the start of DT, and participants had 5 min to start replying to them. In the Continual (C) group (n = 13), individual emails arrived about 4 min after participants sent the previous email, with 10 s as a grace period to start replying to each new email. Hence, the B group had a single long-lasting interruption, while the C group experienced multiple short interruptions.

If participants did not start their reply within the transitional time allotted, the interface shifted into the email page in order to ensure consistency across participants of the same email group. In the B group, all participants answered all eight emails. In the C group, a few participants completed six or seven emails instead of eight. In these cases, participants were slow in composing email responses and due to sequential timing, one or two of the last emails in the delivery queue fell outside the DT’s 50 min duration.

The essay topic was on the issue of technological singularity, that is, when machines overtake human intelligence. We chose this topic because is of broad interest to college students. The email set consisted of five emails that asked for opinion/advice and three emails that had scheduling tasks (order randomized). The three scheduling emails asked participants to schedule a meeting among a professor, a student, and an administrator, given calendar constraints. The five opinion/advice email prompts were chosen from a pilot study on MTurk, where an original selection of 30 emails were presented to 270 workers on the platform. Each email was presented to 9 different MTurk workers who were asked to compose a reply as if they worked for an organization. Then, we selected the five emails that generated the highest mean word count in replies; these included: (1) advice on domestic travel (e.g. how early to go to the airport); (2) advice on selection between 4-year and community colleges for an older person; (3) opinion on white lies; (4) advice on summer internship for a tech company; (5) advice on balancing study breaks.

Given the nature of the dual task, to ameliorate confounding factors, all participants had undergraduate education, were native English speakers, and used email regularly for their daily communications. At the end of the DT, participants completed the NASA TLX questionnaire [24] to gauge psychometrically the loading induced by the experiment’s treatment. NASA TLX features six sub-scales with a common rating [1=Strongly disagree, 2=Disagree, 3=Somewhat disagree, 4=Neither agree or disagree, 5=Somewhat agree, 6=Agree, 7=Strongly agree]. The sub-scales are:

- **Mental Demand**: Perceived mental load induced by the complexity of the DT.
- **Physical Demand**: Perceived physical load induced by the nature of the DT.
- **Temporal Demand**: Perceived time pressure induced by the pace of the DT.
- **Performance**: Perceived success in executing the DT.
- **Effort**: Perceived amount of work expended to achieve the said level of the DT performance.
- **Frustration**: Perceived level of irritation/annoyance in performing the DT.

The curated experimental data are freely available on the Open Science Framework (OSF) [50]. The OSF repository holds biographic data, quantitative data, and ancillary media; it also contains the email prompts we used in the experiment. The quantitative data feature instantaneous emotional vectors and psychometric scores, while the ancillary media feature annotated facial videos of participants during DT.

**Experimental Setup**

We carried out the study in an office room. During the experimental session, a visual camera located atop the participant’s desktop computer, continuously imaged her/his face. The camera was a Logitech HD Pro - C920 (Logitech, Newark CA) with spatial resolution 1920 × 1080; we set its image acquisition speed at 10 fps. The distance between the participant’s face and the camera was about 1 m; its zoom setting was such that the participant’s face fit well into the field of view, providing sufficient resolution for analysis of facial expressions. Participants carried out the assigned tasks on a Dell OptiPlex 7050 desktop computer, featuring an Intel QuadCore i7 - 7700 3.6 GHz processor, 16 GB RAM, and 1 TB solid state disk. The computer was connected to a Dell U2417H - Ultrasharp 24 in display.
METHODS

We used convolutional neural networks (CNN) [33] to obtain each moment a probabilistic estimate of the participant’s emotional mix. Specifically, we employed a Keras implementation of CNN by Serengil [46], which was trained and tested on the FER dataset [10]. For participant \( p \), the outcome for a CNN-processed facial frame at time \( t \) is a vector \( \tilde{V}_{p,t} = \{ \text{Neutral}, \text{Surprised}, \text{Sad}, \text{Happy}, \text{Afraid}, \text{Disgusted}, \text{Angry} \} \).

In this vector, each component \( v_{p,t,i} \) represents the probability of the corresponding momentary emotion being manifested on the participant’s face; thus, \( \sum_{i} v_{p,t,i} = 1.0 \).

As at each moment \( t \), manifestations of elemental emotions either dominate or co-exist on participants’ faces, co-occurrence matrices become an appealing analytic tool for this study. Co-occurrence matrices are often used in ecology for analyzing distributions of species in an ecosystem [49]. There are several ways of designing a co-occurrence matrix, with new methods reported regularly in the literature. Next, we describe the method we developed for the present application.

The seven element vector \( \tilde{V}_{p,t} \) conveys integrated emotional context that is difficult to be analyzed statistically. To disentangle this integrated context, we perform exhaustive computation of the joint probabilities between individual vector components:

\[
M_{p,t}(\tilde{V}_{p,t}) \equiv \tilde{V}_{p,t} \otimes \tilde{V}_{p,t} ,
\]

where \( \otimes \) is the outer tensor product. The thus formed matrix \( M_{p,t} \) constitutes a 2D probabilistic remapping of the original emotional vector \( \tilde{V}_{p,t} \). The diagonal elements \( (v_{p,t,i} * v_{p,t,i}) \) of this matrix represent the stand-alone probabilities of individual emotions, while its off-diagonal elements \( (v_{p,t,i} * v_{p,t,j}) \) represent the joint probabilities of pairwise mixed emotions. As matrix \( M_{p,t} \) holds all the outcomes of a probability space, the sum of its elements is 1 (Eq. 1):

\[
\sum_{i,j} M_{p,t,i,j} = 1 .
\]

Consequently, the sum of all momentary co-occurrence matrices \( M_{p} = \sum_{t} M_{p,t} \) is a matrix whose sum of cell values gives the total number of frames analyzed for participant \( p \).

Subsequently, we produce the group co-occurrence matrices \( M_B \) and \( M_C \) (Fig. 2) - one for the participants that received the batch email treatment and one for the participants that received the continual email treatment, respectively. These group matrices are formed through summation of the individual participant matrices: \( M_B = \sum_{p} M_{p,t} \) and \( M_C = \sum_{p} M_{p,t} \).

**Numerical Example**

We demonstrate with a numerical example the way the co-occurrence matrix \( M_{p,t} \) of a momentary emotional vector \( \tilde{V}_{p,t} \) is formed. In the depicted case of Fig. 1, Sad has moderately strong presence (0.6), coexisting with a small amount of Disgusted (0.2) and minuscule amounts of Angry and Neutral (0.1 each).

Taking the outer product of \( \tilde{V}_{p,t} \) with itself is tantamount to multiplying each vector component \( s_{p,t,i} \) with itself as well as all the other vector components \( s_{p,t,j} \). The thus formed products are laid out in a matrix. Please note that because this matrix is symmetrical, for notational convenience we keep only the upper triangle, by adding to its elements the corresponding elements of the lower triangle (Fig. 1). The resulting co-occurrence matrix \( M_{p,t} \) displays the associative weights of the emotional mix specified in \( \tilde{S}_{p,t} \). For example, the diagonal value 0.36 (\( = 0.6 \times 0.6 \)), which is the largest number in the matrix (Fig. 1), reflects the relatively dominating role of Sad. The value 0.24 (\( = 0.2 \times 0.6 + 0.2 \times 0.6 \)) in the second row of the matrix (Fig. 1), reflects the associative weight of co-occurrence between Disgusted and Sad. This is the largest among all off-diagonal values, as it is the product of the two strongest probabilistic estimates coexisting in vector \( \tilde{S}_{p,t} \).

This numerical example lays bear the value of the co-occurrence method in quantifying displayed emotions. Up to now researchers extracted the raw component of interest \( s_{p,t,i} \) from the emotion vector (e.g., 0.6 for Sad) for analytical use. The co-occurrence method begs to differ in this case by providing \( s_{p,t,i} * s_{p,t,j} \) (e.g., 0.36 for Sad) - a much lesser value than the original. This reflects the fact that the \( s_{p,t,i} \) component does not exist in isolation, but in the context of a vector; thus, its stand-alone probability is dictated by the law of joint probabilities. Expressed differently, analysts need to ‘pay a penalty’ if they want to analyze individual emotions; this penalty goes to cover the joint probabilities of the said emotion coexisting with other emotions in the instantaneous vector.

Hence, it is apparent that outside the co-occurrence framework analyzing mixed emotions is difficult, while analyzing isolated emotions leads to overestimation and biased results.

**RESULTS**

In both the B and C groups, single (i.e., dominating) emotions are far more widespread with respect to mixed (i.e., co-occurred) emotions - see the diagonal vs. off-diagonal matrix cells in Fig. 2. Consequently, due to the different scales of the phenomena, our analysis will examine separately how the two cohorts differ in terms of dominating and co-occurred emotions, respectively.

Let us represent the dominating emotions (diagonal elements of co-occurrence matrices) with \( Y \). We are interested to test whether the factors “Emotions” (with 7 levels) and “Group” (with 2 levels) are significant in determining the response variable \( Y \). For this reason, we run a two-way ANOVA with interaction terms. To satisfy the standard ANOVA assumptions, we transform the response variable \( Y \) using the natural logarithm, i.e., \( \ln(y_i + 1) \) (we added the same small positive constant to all \( y_i \) to avoid singularities when \( y_i = 0 \)).

The model results are shown in Table 1; it is evident that both the main effects “Emotions” and “Group” are highly significant as the respective \( p \)-values are both < 0.01. The interaction plot (Fig. 3) indicates that for very low values (i.e., Disgust, Surprised, and Happy) there is no group effect.

For the high value items, there is an interaction in Sad and Neutral, where as we move from group B to group C these two emotions reverse the value they receive. This is the key result of this investigation, that is, participants become ‘sadder’ when they have to service emails every so often amidst a cognitive task. Interestingly, participants who are interrupted just once, having to service all the emails in a long session (i.e., batch), trend angrier (Fig. 3). Dropping completely the interaction term and running the ANOVA again will provide significance for both “Emotions” and “Group”, as Table 2 indicates.

Following the same procedure we adopted for testing differences of dominating emotions between the B and C groups, we also tested differences of co-occurrences of Sad with the other six emotions, taking the corresponding off-diagonal elements. We found that the mix of (Sad, Afraid) trends higher \((p = 0.09)\) in the continual group with respect to the batch group. It appears that when participants are continually interrupted with emails, clearly become ‘sadder’ but also trend more fearful. This observational result is also supported psychometrically. Indeed, the NASA-TLX mean summative score of this investigation, that is, participants become ‘sadder’ when they have to service emails every so often amidst a cognitive task.

![Figure 2: Emotional co-occurrence matrices for the batch (B) and continual (C) email groups.](image-url)

<table>
<thead>
<tr>
<th>Emotions</th>
<th>Batch (B)</th>
<th>Categorical</th>
<th>Continuous</th>
</tr>
</thead>
<tbody>
<tr>
<td>Neutral</td>
<td>123.45</td>
<td>123.45</td>
<td>34.56</td>
</tr>
<tr>
<td>Surprised</td>
<td>23.45</td>
<td>23.45</td>
<td>12.34</td>
</tr>
<tr>
<td>Happy</td>
<td>34.56</td>
<td></td>
<td>56.78</td>
</tr>
<tr>
<td>Sad</td>
<td>45.67</td>
<td></td>
<td>67.89</td>
</tr>
<tr>
<td>Afraid</td>
<td>56.78</td>
<td></td>
<td>78.90</td>
</tr>
<tr>
<td>Disgusted</td>
<td>67.89</td>
<td></td>
<td>89.01</td>
</tr>
<tr>
<td>Angry</td>
<td>78.90</td>
<td></td>
<td>01.23</td>
</tr>
</tbody>
</table>

Dual Task - B

<table>
<thead>
<tr>
<th>Emotions</th>
<th>Batch (C)</th>
<th>Categorical</th>
<th>Continuous</th>
</tr>
</thead>
<tbody>
<tr>
<td>Neutral</td>
<td>45.67</td>
<td>45.67</td>
<td>67.89</td>
</tr>
<tr>
<td>Surprised</td>
<td>56.78</td>
<td></td>
<td>89.01</td>
</tr>
<tr>
<td>Happy</td>
<td>67.89</td>
<td></td>
<td>01.23</td>
</tr>
<tr>
<td>Sad</td>
<td>78.90</td>
<td></td>
<td></td>
</tr>
<tr>
<td>Afraid</td>
<td>89.01</td>
<td></td>
<td></td>
</tr>
<tr>
<td>Disgusted</td>
<td>01.23</td>
<td></td>
<td></td>
</tr>
<tr>
<td>Angry</td>
<td>01.23</td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

Dual Task - C

The results indicate that the factors “Emotions” and “Group” are significant in determining the response (i.e., Disgust, Surprised, and Happy) there is no group effect.
Table 1: ANOVA table with interaction term. Levels of significance were set at $\alpha = 0.05$ designated by * or $\alpha = 0.01$ designated by ** or $\alpha = 0.001$ designated by ***.

<table>
<thead>
<tr>
<th></th>
<th>DOF</th>
<th>$F$-value</th>
<th>$p$-value</th>
</tr>
</thead>
<tbody>
<tr>
<td>Emotions (E)</td>
<td>6</td>
<td>35.148</td>
<td>0.000 ***</td>
</tr>
<tr>
<td>Group (G)</td>
<td>1</td>
<td>8.575</td>
<td>0.004 **</td>
</tr>
<tr>
<td>E*G</td>
<td>6</td>
<td>0.622</td>
<td>0.712</td>
</tr>
</tbody>
</table>

Table 2: ANOVA table without interaction term. Levels of significance were set at $\alpha = 0.05$ designated by * or $\alpha = 0.01$ designated by ** or $\alpha = 0.001$ designated by ***.

<table>
<thead>
<tr>
<th></th>
<th>DOF</th>
<th>$F$-value</th>
<th>$p$-value</th>
</tr>
</thead>
<tbody>
<tr>
<td>Emotions (E)</td>
<td>6</td>
<td>35.611</td>
<td>0.000 ***</td>
</tr>
<tr>
<td>Group (G)</td>
<td>1</td>
<td>8.688</td>
<td>0.004 **</td>
</tr>
</tbody>
</table>

Figure 3: Interaction plot for dominating emotions (i.e., diagonal elements of co-occurrence matrices). Sa, Ne, Af, An, Ha, Su, Di stand for Sad, Neutral, Afraid, Angry, Happy, Surprised, Disgusted, respectively.

Figure 4a shows the evolving composition of emotional vectors over the DT timeline along with the co-occurrence matrix for participant T016. This participant exemplifies the summative pattern displayed in Fig. 2 for the entire Batch cohort. As it is evident from the time series of stacked plots, the participant underwent a bout of anger in the beginning of the experimental session. This gave way to a brief period of neutrality until the batch email period started. At that point a more intense bout of anger took hold, lasting half way through the batch email task. Thereafter, neutrality appears to dominate most of the time with a couple of brief exceptions, the most notable of which is the return of anger the last few minutes of the experimental session. This temporal information percolates into the co-occurrence matrix, resulting in high diagonal values for Angry and Neutral, the two emotions that alternate in dominating the participant’s state. Facial snapshots of participants from the B group, complete with CNN annotation, are depicted in Fig. 5a.

Figure 4b shows the evolving composition of emotional vectors over the DT timeline along with the co-occurrence matrix for participant T064. This participant exemplifies the summative pattern displayed in Fig. 2 for the entire Continual cohort. As it is evident from the time series of stacked plots, the participant undergoes semi-periodic fluctuations alternating between Sad dominance and co-occurrence of Sad, Afraid, and Angry emotions. The semi-periodicity of the emotional mix accompanies the semi-periodicity of the email interruptions. These temporal patterns of dominance and coexistence percolate into the co-occurrence matrix, resulting into high diagonal values for Sad and high off-diagonal values for (Sad, Afraid) and (Sad, Angry). Facial snapshots of participants from the C group, complete with CNN annotation, are depicted in Fig. 5b.

**DISCUSSION**

Our goal was to examine how emotions might be displayed when people multitask. In this paper, we report a novel method, based on co-occurrence matrices, for analyzing emotions from facial expressions. The method preserves the associative relationships between the probabilistic components of the CNN-derived emotional vectors, facilitating analysis at multiple levels, that is, dominance, absence, and co-occurrence of specific emotions. For this reason, we believe the method carries value and will have impact in HCI studies.

We used this method to analyze the emotional footprints of two groups of participants. One group was subjected to a batch email interruption, while the other group was subjected to continual email interruptions amidst an essay writing task. To minimize confounding factors, we carefully controlled the selection of participants and the precision of the experimental protocol.

The key result is that sadness appears to dominate participants who are interrupted frequently during an essay writing task. In contrast, participants who experience a single long interruption trend neutral for the most part. Frequent context switching may require intensification of cognitive function, which manifests facially via corrugator muscle action [31] - something that may contribute to the facial display of sadness.

Interestingly, sadness is occasionally accompanied with a touch of fear in those in the C condition – the frequently interrupted participants. This may have to do with the onset of anticipation as new (and unknown) items keep coming that have to be dealt with in real-time. The anticipation of interruptions could also be related to fear of not being able to finish the main task (essay). In an experimental study where people were continually interrupted, it was discovered that they worked faster, presumably because they knew that inter-
Figure 4: **Representative examples of batch and continual cases given through two pairs of stack plot/co-occurrence matrix.** Stack plot time series of the emotion probability vector shows the evolution of the participant’s state during DT. In each momentary stack plot, probabilities of emotions are arranged from bottom to top in the order shown in the plot’s color legend. The accompanying co-occurrence matrix presents the summative associative distribution of emotions for the entire DT session. There are different colormaps for the diagonal and off-diagonal elements of the matrix to facilitate visualization. **a. Batch example - participant T016.** The black bar at the top of the plot indicates the period the participant was responding to emails in batch mode. Neutral (white) and Angry (red) alternate in their domination of stack plots as time progresses. In the co-occurrence matrix, the high values in the Neutral and Angry diagonal cells summarize the evidence from the time series. **b. Continual example - participant T064.** The black bars at the top of the plot indicate the periods the participant interrupted his essay writing to respond to the arrived email item. Sad (blue) fluctuates in its dominance throughout DT in a semi-periodic fashion. When Sad subsides, Afraid (orange) in combination with Angry (red) appear to fill the void.
Figure 5: Snapshots of participant faces taken during DT. The images are annotated with the CNN output. Each row holds characteristic snapshots of a specific participant. a. **Batch (B) group examples.** The left column holds Neutral faces of participants. The middle column holds Angry faces of participants. The right column holds faces of reported emotional co-occurrences. b. **Continual (C) group examples.** The left column holds Neutral faces of participants. The middle column holds Sad faces of participants. The right column holds faces of reported (Sad, Afraid) co-occurrence.
ructions detracted from the time needed to complete the main task [34]. Thus, the awareness of opportunity costs could lead to such an emotional expression.

Sadness and fear are known to trigger ‘fight or flight responses’ [15], which are probably low grade in the context of email interruptions. But in the context of continual interruptions and multitasking over longer periods, as is shown to occur in information work [13, 21], such responses can be cumulative. They are thus likely to be unhealthy in the long run [28], as they occur on a daily basis in people bent on servicing their incoming emails in real-time.

A secondary result is that although neutrality dominates the state of participants in the low multitasking condition (Batch), there is an element of anger. Participants may get angry when they realize the amount of work needed to process all the emails in one session, before returning to the main task. This could potentially be addressed if the email batch is processed at a later time, when responding to emails is the only consideration (i.e., single task). Unfortunately, due to office pressures, such neat arrangements are not always possible. At the very least, the present research makes people aware of hidden emotional effects that different email strategies could introduce.

A legitimate question is if the CNN algorithm we used provides accurate emotion recognition results. CNN algorithms represent the state of the art when it comes to quantification of displayed emotions. The performance of these algorithms depends on the datasets used for benchmarking; e.g., CNN algorithms tend to score between 60% and 70% in the FER dataset [10], while the same algorithms score above 90% in the CK+ dataset [41]. The reason is that the FER dataset is much more challenging than the CK+ dataset, as it features low resolution images and occluded faces. By design, our application’s dataset is analogous to the CK+ dataset, featuring high resolution images and non-occluded faces, and so is the expected performance of the CNN algorithm.

Looking also at the macroscopic performance of the algorithm, it appears to behave soundly; for example, it correctly gives minuscule weight to Disgusted (Fig. 2), which is an emotion that by study design is out of the question in our experiment. Importantly, in extensive visual inspection of the CNN results, we found the algorithm to correctly annotate participants’ facial frames in the overwhelming majority of cases. A small amount of this visual evidence is presented in Fig. 5 - the entire annotated facial dataset is publicly available on OSF [50].

**Emotional Display, Multitasking, and Information Work**

Our results, which showed that multitasking leads people to display negative emotions, particularly sadness, builds on work which found that multitasking is associated with felt stress [9, 34]. Our results suggest that not only do people experience stress with multitasking, but their faces may also express unpleasant emotions, and as discussed, emotional expression can have consequences in groups. Negative displayed emotions in particular can work against prosocial behaviors [20]. The results suggest that multitasking may not only affect the individual, but may have consequences for colleagues, teams, and the organization, particularly if multitasking is a common practice in the organization.

Our results suggest that organizations should pay more attention to the multitasking practices among individuals and teams in their own environments in order to examine ways to ameliorate it. As we discuss, emotional display can have contagion effects [7, 8, 43]. Multitasking in information work may have less consequences when people work in closed offices, but in open office settings, people may be more vulnerable to contagion effects. An example of workplace design is to introduce batching of email, as we tested, a strategy that could reduce attention shifts to email [35], yet this is also not free from problems since we discovered it to be associated with some emotional expression of anger. The ripple effects of emotional expression during multitasking in situ in the information workplace is a topic that warrants further study. Further research is also needed to examine how emotional expression is manifest with multitasking longitudinally.

**Limitations**

One interesting line of investigation in future studies would be the role of ethnicity/culture in emotional display during multitasking. In the present study, this factor could not be examined as all participants were born in, lived in, and studied in the U.S.

The relatively small number of participants ($n = 26$) is another limitation of the work reported here. However, one should not underestimate the significant amount of evidence present in the long observational horizon - 50 min per subject, totaling about 200,000 emotional vectors per treatment group. In this respect, we feel that the main result of this research, which is the dominance of sadness in continual email interruptions vs. neutrality in batch email interruptions, is likely to scale up in larger studies.

**ACKNOWLEDGMENTS**

The authors gratefully acknowledge support from the National Science Foundation (NSF) through the medium collaborative award “Managing Stress in the Workplace: Unobtrusive Monitoring and Adaptive Interventions” (grants # 1704682, # 1704889, and # 1704636). Professor Pavlidis acknowledges additional support from the NSF REU award # 1659755 and the Greek Diaspora Fellowship Program (GDFP).

**REFERENCES**


[2] Ane Alberdi, Asier Aztiria, and Adrian Basarab. 2016. Towards an automatic early stress recognition system for office environments based on multimodal measurements:
A review. *Journal of Biomedical Informatics* 59 (2016), 49–75.


